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(1) Summarizing Data
· Statistics: data  facts, decisions, predictions
· Descriptive statistics: summarizing w/ numbers or pictures
· Inferential statistics: making conclusions or decisions based on data
· GOAL: use imperfect information (data) to infer facts, make decisions and make predictions about the world
· ‘Statistic’: number of value measure w/in a particular context
· Context: Which data? and How & Why? (collection) On which? (population) What? (answers)

(2) Five Number Summary
· Box Plot: summarized/graphical representation of the five number summary


(3) Centre of Data & Effects of Extreme Values
	Modified box plot will display clearly unusual observations

	1. Draw box from Q1 to Q3
2. Indicate median
3. Calculate:
Interquartile range (IQR): Q3 – Q1
Lower inner fence: Q1 – 1.5(IQR)
Upper inner fence: Q3 + 1.5(1QR)
4. Extend whiskers
5. Data values outside of fences are indicated separately



Summary of some measure of centre
· Mean: the average		
· Median: middle value	
· Trimmed mean: z% trimmed mean is mean of remaining data values after the k largest and k smallest values have been removed	
· Both the median and trimmed mean are robust (resistant to extreme observations)

(4) Spread of Data
· Range: maximum – minimum (simplest) – all data fit into a particular interval
· IQR: where middle half of data lies
· Variance 
· Standard of deviation (SD) 

(5) Shape of Data
· Distribution: pattern of data, showing their frequency relative to each other 
· Histogram: visual representation of distribution
· Must define intervals/bins that are mutually exclusive, where width size can create noise

Features of histogram in box plot

Features of histogram in five number summary
	Left skewed:
	(Q3 – mean) < (median – Q1); mean < median

	Right skewed:
	(Q3 – mean) > (median – Q1); mean > median

	Symmetric:
	(Q3 – mean) ~ (median – Q1); mean ~ median


Summary of relative location of mean, median & mode (unimodal)
	Left skewed:
	mean < median < mode

	Right skewed:
	mode < median < mean

	Symmetric:
	mean ~ median ~ mode


· For bimodal, a histogram is more informative than a box plot
Symmetric, unimodal: bell-shaped curve
· SD is a very important measure of spread/variability
	Empirical Rule: how frequency of data is related to SD (works for skewed distributions as well)
	[image: http://threes.com/cms/images/stories/mathematics/spctools-empiricalrule.gif]


(7) Some Features of Data
	· Observational unit/case/subject/experimental unit: person or thing on which measurements are taken (row on data matrix)
· Variable: measured characteristic on an observational unit (column)
· Observation: our data – value of a variable for one of the observational units in a data set
		
	Variable
	

	
	A
	B
	Total

	Observational Unit
	X
	1
	8
	9

	
	Y
	9
	2
	11

	Total
	10
	10
	40





· Outliers: values separated from rest of data (defining feature)
· Affect summary statistics that are not robust (mean, range, SD)
· Cannot remove/ignore from data  errors
· Quantitative variables: variables represented by numbers (arithmetic operations make sense)
· Ex: min, max, quartiles, box plots, mean, SD, histogram, skewed vs. symmetric, extreme values
· Categorical variables: variables classified by observations (cannot perform mathematical operations; can do a count of frequency)
· Can be represented by bar chart and/or pie chart
· Ordinal variables: have a natural order; can be quantitative

(9) Relationship b/w two Categorical Variables
· Distribution of a variable shows frequency of occurrence of values relative to each other
· For categorical variables, distribution is given by frequencies or relative frequencies of observations for each of the categories of the variable
[image: ]
· Two variables are independent if the conditional distribution of one variable is the same for all values of the other variable
· Simpson’s Paradox: conditional distributions w/in subgroups can differ from conditional distributions for combined observations
(10) Relationships b/w Two Quantitative Variables
·  Scatterplot: graphical display of the relationship b/w two quantitative variables
· Correlation (): measure of the strength of the linear relationship b/w two quantitative variables

	ρ = +1
	+1 ≤ ρ ≤ 0
	ρ = 0
	0 ≤ ρ ≤ -1
	ρ = -1

	Perfect positive
	positive
	none
	negative
	Perfect negative


· If  ρ is positive, they tend to both increase together
· If ρ is negative, one tends to increase when the other decreases

(11) Data Collection – Sampling 
· Statistical inference: making rational conclusions/decisions based on incomplete information (data)
· Dependent on how the data were collected
· Population: group interested in (corresponds to theoretical world)
· Census: data collected on entire population (impractical – too time consuming and/or expensive)
· Sample: collection of data on a subset of the population of interest
· Statistic: value calculated from observed data – used to estimate a feature of the theoretical world
· Calculated to estimate an unknown parameter
· Parameter: corresponding feature in the theoretical world
· Require a representative sample in order to generalize from statistics calculated on sample to the population parameters
· Randomization is key to ensure the sample is representative
· Simple Random Sample (SRS): each individual from the population is equally likely to be chosen (simplest)
· Stratified Sampling: first divide the population into non-overlapping subgroups (called strata) and perform an SRS w/in each strata
· More convenient and ensures that characteristics of each subgroup can be examined
· More accurate estimates if there is less variation w/in a subgroup than there is in the whole population
· Cluster Sampling: divide the population into non-overlapping subgroups (called clusters), select clusters at random, and include all individuals w/in the chosen clusters in the final sample
· Useful when it is easier to select groups instead of individuals from a population – less expensive way
· Useful if each cluster is representative of the population
· Methods of non-random sample selection:
· Systematic Sampling: select every kth individual from a list of the population, where the position of the first person is randomly selected from the first k individuals 
· Fine if the ordering has no meaning and if randomly pick which observation we start from 
· Can lead to non-representative samples if the list has structure (i.e., repeating patterns)
· Convenience or Volunteer Sampling: use the first n individuals who are available or the individuals who volunteer to participate
· Almost always results in an unrepresentative sample
· Samples that are not representative are biased – it differs from its corresponding population in a systematic way
· Bias can occur because of the way the sample was selected or how it was collected  statistics that are consistently too large or too small
· Selection Bias: sample is selected in such a way that it systematically excludes or under-represents part of the population
· Measurement or Response Bias: sample is selected in such a way that it tends to result in observed values that are different from the actual value in some systematic way 
· I.e., improperly worded questions or faulty measuring instrument
· Nonresponse Bias: responses are not obtained from all individuals selected for inclusion in a sample
· To make generalizations about a population w/ no bias, need to collect a random sample

(12) Data Collection – Observational Studies
· To make casual conclusions about one variable causing another, need to control how data were collected
· Response variable/outcome: variable interested in comparing b/w two groups
· Explanatory variable: any variable that might explain differences observed b/w groups
· Confounding variable: variables that affect the response and have different values in the different groups being compared  difficult to determine what causes the differences
· Observational study vs. experiments  experiments allow us to make stronger causal conclusions
· Observational studies: data are measurements of existing characteristics of a group or group of individuals
· Goal is to draw conclusions about the population or about differences b/w two or more groups or about the relationship b/w variables
· Investigator has no control over which group an individual belongs to – preexisting 
· In an experiment, investigator imposes an intervention on the individuals being studied
· Investigator has control over which group an individual belongs to 
· Gold standard for making causal conclusions
· Mechanisms that can result in an observed association b/w the outcome and explanatory variable in an observational study:
· Causation: changes in the explanatory variable cause the outcome to change
· Reverse causation: changes in the outcome cause the explanatory variable to change
· Association: the relationship b/w the explanatory variable and the outcome is a coincidence
· Common cause: causes both the explanatory variable and outcome to change
· Confounding variable: is associated w/ the explanatory variable, making it impossible to know whether to attribute changes in the outcome to the explanatory variable or the confounding variable
· Lurking variable: variable that is not accounted for in the analysis but may affect the nature of the relationship b/w the explanatory variable and the outcome
· Can be confounding variables or the source of a common response or another variable that, when considered, changes the nature of the association

(13) Data Collection – Experiments 
· Experiments are the gold standard  allow us to make causal conclusions
· Response variable (dependent variable): the outcome of interest, measured on each subject or entity participating in the study
· Explanatory variable (predictor or independent variable): variable we think might help to explain the value of the response variable
· Experiment: researcher manipulates the explanatory variables to see the effect on the response
· Factor: categorical explanatory variable
· When there is only one factor, the treatments are the levels of the factor
· Levels: values of a factor
· Treatments: a particular combination of values for the factors
· Experimental units: smallest unit to which a treatment is applied
· Extraneous factors: factors that are not of interest in the current study, but are thought to affect the response  need to be controlled
· Holding it constant
· Use blocking: blocks are groups of experimental units that are similar in the extraneous factor. All treatments are then randomly assigned to experimental units w/in each block
· For example, sex: blocking for males and females w/in same group
· If there are extraneous factors that cannot be controlled for or are unknown/unidentified  must use randomization (assignment of individuals to treatment groups, to minimize effects of extraneous variables)
· After eliminating differences b/w treatment groups, if the response variable is different among the groups, the only explanation is the treatment; cause and effect conclusions can be made
· Three fundamental principles of experimental design:
· Control the identified extraneous variables by blocking or holding them constant
· Use randomization to randomly assign experimental units to treatment groups
· Use replication by applying each treatment to more than one experimental unit
· Replicates in terms of the amount of experimental units, not doing the entire experiment again
· Control group: group that does not receive the treatment or receives the current standard treatment
· In order to establish a causal relationship, must carry out randomized,, controlled experiment
· Often this is not possible for ethical and practical reasons
· Blinding reduces the potential for bias since people don’t know if a treatment is in place or not:
· Experimental units are blinded if they do not know which treatment they receive
· The person measuring the response is blinded if he/she does not know which treatment was given to which experimental unit
· Can be single-blind (subject) or double-blind (both subject and experimenter)
· Placebo effect: showing a change in experiment despite receiving treatment or not
· Control group is often a placebo
[image: ]
· Random sampling  representative samples & enable generalization (free from bias)
· Random assignment  eliminates effects of extraneous factors  causal conclusions

(15) Some Probability Basic
Some basic rules of probability
· Sample space (S): collection of all possible outcomes
· Event (A): subset of S
· For any event A, 0 ≤ P(A) ≤ 1
·  Probability of observing sample space is 1, P(S) = 1
· Complement of A (Ac): event that A does not occur, P(Ac) = 1-P(A)


(16) Probability Distributions

· Discrete uniform distribution: each outcome is equally likely to be observed (i.e., a dice)
· Mean/Expected value (E(X)): what the random variable equals ‘on average’

· Variance: measure of how far the random variable tends to be from its mean value in the theoretical world

Properties of the mean and variable of random variables:
· The mean is linear:

· However, the variance is not linear:

· Discrete random variable: if outcomes can be listed
· Continuous random variable: if outcomes can take on any value in an interval
· Ex. X ~ Uniforms [0,1], where all intervals of the same length within [0.1] are probable
· 
· 
· True for all continuous random variables
· Since a continuous random variable can take on any value in an interval, the probability of observing one exact number out of infinitely many is zero
· Density function: area under a graph of a function  distributions of continuous variables. For Uniform[0,1],
· 
· Density function for the Normal distribution: 
· Normal( probability distribution is produced by shifting horizontally by  and stretching by a factor of 
· If X ~ Normal(, then the random variable defined by the standardization operation , follows a standard Normal distribution – Z ~ Normal(0,1)
· Probability distributions have a mean and variance just like discrete probabilities, however these require the use of integrals
· In general, if X ~ Normal(,
· 
· 
· 

(16B) More Probability
Mutually exclusive and independent events
· Random experiment: experiment whose outcome cannot be predicted, where each occurrence is a trial 
· Sample space (S): set of all possible outcomes of the experiment, where a collection of one or more outcomes is an event
· Sometimes we need to combine events to create new events
· The event A or B contains all outcomes in A or B (or both A and B)
· The event A and B contains all outcomes which are in both A and B 
· Mutually exclusive/disjoint: two events that have no outcomes in common  cannot occur at the same time
· Independent: two events are independent of each other if knowing that one will occur (or has occurred) does not change the probability that the other occurs – otherwise they are dependent
Conditional probability
· Suppose A and B are dependent events. P(B|A) reads “the probability of B given A” is the conditional probability that event B occurs, given that A has occurred or will occur
· If A and B are independent, P(B|A) = P(B) 
· If two events (w/ non-zero probabilities) are mutually exclusive (dependent),
 P(B|C) =P(C|B)=0
Addition rules
· P(A or B) = P(A) + P(B) – P(A and B)
· For mutually exclusive events, P(A or B) = P(A) + P(B) since P(A and B) = 0
Multiplication rules
· P(A and B) = P(A) x P(B|A)
· If A and B are independent events, P(A and B) = P(A) x P(B)
Calculating conditional probabilities and Bayes’ rule

· Typically in Bayes’ rule problems, want to calculate P(A|B) and want to know the probabilities w/ the conditioning reversed  know P(B|A) and P(B|AC)
More on the Normal distribution
· In order to calculate probabilities about X ~ N(, using the Normal probability table, must first transform X to have the standard Normal distribution Z ~ N(0,1)
· Z is typically used for random variables w/ a standard Normal distribution

· For example, if we want , which can be looked up in the table
· And if 
· Where zp is the value from the normal probability table that has the area (and probability) p below it. It is the percentile of standard Normal distribution

(17) Long-Run Averages
· Law of Large Numbers (LLN): if an experiment is repeated over and over, the average result will converge to the experiment’s expected value
· Works for skewed distributions as well
· Central Limit Theorem (CLT): if an experiment is repeated over and over, the probabilities for the average results will converge to a Normal distribution
· Does not apply for distributions that are NOT Normal
· The Empirical Rule follows Normal distribution
· What about the mean and variance?

· Note: each repetition is independent of each other
· Note:  depends on , as  (uncertainty b/cms smaller)

(18) Sampling Distributions

· Usually, the parameter is a feature of the model or population that we do not know
· Statistics calculated from data to estimate the theoretical world parameters:
· Estimate a parameter  (proportion or probability of an event happening) using  (proportion of times that we observed the event in our data)


· Sampling Variability: variability in estimate of   due to variability obtained w/ value of  with every repeat 
· Expect to see in statistic that we are using to estimate a parameter
· Sampling Distribution: probability distribution of the possible values of an estimator of the theoretical world parameter (statistic)
· Sampling distribution of  is the probability distribution for the possible values of  w/ expected value  and SD 
· Probability distributions w/ expected values and variances
·  Generally, if 
               
· Statistic used to estimate a parameter is unbiased if the expected value of its sampling distribution is equal to the value of the parameter being estimated – good property for estimator to have
· How close are we to ?
· This depends on the variance of the sampling distribution  need to find variance of 
		                                 

· For  observations , our estimator   is the average of a series of variables that have the same variance
· Variance of the mean is . Then,

· Variance and standard deviation decrease w/ . Get more precise estimate w/ larger sample sizes
· Note: standard deviation changes w/ 
· The larger the sample size, the closer an average gets to having a Normal distribution
· By CLT, for large sample sizes, the sampling distribution of  is approximately 
· As  gets further away from 0.5, need a larger sample size before the Normal distribution is a good approximation of the sampling distribution of 
· A Normal distribution has two parameters – the expected  value and variance 
· For  distribution, the sampling distribution of 
                                             
· Using the CLT, For  
· Since , the estimator  is an unbiased estimator of 
· As , the estimate b/cms more precise b/c of the smaller variance in the estimator
·  is an estimator of a proportion or probability and  is an estimator of the mean
· Estimator of variance,
               
· Distributions of variances are a little right-skewed

(19) Introduction to Confidence Intervals
· Use data from real world in conjunction w/ the models we devise in the theoretical world in order to make conclusions
· Sometimes we think of the theoretical world as a population from which we observed a sample to get our data. The goal is to make inferences about the population based on that sample
· Confidence intervals: methods for giving a range of plausible values for our theoretical parameters, given the information we have in our data from the real world
· Data must be from a randomized experiment or from a random sample from some population
· The data MUST be independent and there are no relationships b/w observations
· Aim of CI is to capture population parameter w/ a given probability (i.e., in 95% of the possible samples of data
· Confidence level (i.e., 95%) is often called the nominal coverage
· The actual coverage of a CI is the actual probability that the interval contains the population parameter
· If assumptions for CI are true  nominal coverage = actual coverage
· Rule of thumb for large enough sample size: 
· 

(20) Confidence Intervals for Proportions
· True probability remains constant and does not change from experiment to experiment
· Mean and variance of  (an estimate of p, the true probability) = total number of success / number of trials

· The 95% confidence interval for p

· How to calculate when p is unknown?
· Assume that p is close to  and substitute in 
· Or substitute ½ for p (more conservative approach  widest possible interval)
· Margin of error: half the width of the confidence interval. For a 95% CI, 
	· In general, for any value of α, you can find a value zα/2 such that the area under the standard curve which is less than –zα/2 is equal to α/2
· The interval from –zα/2 to zα/2 will contain (1-α)% of the area under the curve
· CI will miss the target only α% of the time

	



· There is a tradeoff b/w how certain we want to be and how accurate (narrow) the CI is
· Incr CI  wider area  more certain

(21) Sample Size for Estimating a Proportion
· A margin of error of x%  CI for p w/ length of 2x%
· Margin of error for p = 
· zα/2 is a quantile from a standard Normal distribution
· A p value of 0.5 will give the largest possible margin of error 
· Using this, we can estimate for n
· To reduce the margin of error by 1/3, need to multiple the sample size by a nine-fold; to reduce the margin of error by 1/2, need to multiple the same by four-fold
· Require a larger sample size to have more confidence
· For CI = 95%, expect it to cover the population proportion p 95% of the time – don’t know whether we are in the 95% or in 5% for the single sample collected
· Whenever there are multiple polls and we have a 95% CI for each one, need to be cautious in interpreting the results  expect that 5% of the time will miss the parameter we are trying to estimate
· No matter how large the sample size is, the resulting CI is not likely to capture the population proportion if the survey suffers from non-response bias or includes improperly worded questions
(22) Confidence Intervals for Means
· Via CLT,   and 
· 95% confidence interval for population mean:

·  is unknown – estimate using s (sample standard deviation) where 
· Now must use t-distribution (wider around tail region)
· T-distribution (symmetric, bell-shaped, centred at 0):
	

· When 
· Unless the sample size is large, the critical value for the t-distribution is slightly larger than normal critical value – has heavier tails that vary w/ df
· Smaller df = heavier tails; as df incr. t  normal

	[image: ]


(23) Robustness of CIs
· For proportions, w/out the necessary conditions (n observations are independent & sample size n is large enough so that ), cannot say that 95% CI covers the true theoretical parameter for 95% of all data sets
· The actual coverage might be much smaller
· Using a continuity correction can improve approximations (vs. discrete)
· When p is closer to 0 or 1, the sampling distribution for  is skewed
· In order for the normal approximation to work well, a larger sample size is needed
· For means, when these conditions (n observations are independent and sample size n is large enough so that )  claim that CI contains theoretical parameter the right percentage of time
· If data are observations from a Normal distribution, the average of the data is also Normal, for any n
· If data are not, CLT ensures the estimator of the mean has approx. Normal distribution for large n  no general rule of thumb (typically smaller n than for proportions)
· t distribution CI for the mean works extremely well in terms of capturing the true mean as many times as it is supposed to – even when the distribution is skewed (ROBUST)
· An extreme situation is required for the t CIs to not work well
· CLT is asymptotic – works better w/ larger sample size n
· Sampling distribution  will be closer to Normal for a larger sample size
· t CIs for the mean are extremely robust; t CIs for proportions tends to require larger sample sizes  both rely on CLT!
· The observations must be INDEPENDENT!

(25) Structure of Statistical Tests/Hypothesis Tests/Tests of Significance
· Step 1: Determine the null (H0) and alternative (HA) hypotheses
· H0: parameter = hypothesized values vs. HA: parameter  hypothesized value
· H0: nothing is happening or no relation/p or no difference
· HA can be one-sided or two-sided – when in doubt, use a two-sided test
· Step 2: Collect the data and calculate a test statistic
· Test statistic: numerical summary of the data that is formulated assuming that H0 holds
· Step 3: Determine the p-value (how unlikely the test statistic is if H0 were true)
· p-value: how likely is the observed data, if H0 were true
· The p-value does NOT measure how likely H0 is true  H0 is either true or not true (H0 is not random)
· The smaller  p-value, more unlikely H0 is true  stronger evidence for HA
[image: ]
· Step 4: Make a conclusion based on the p-value and context of the problem
· p-value not small enough  data is consistent w/ H0 (cannot conclude that H0 is exactly true or reject it)
· Small p-value  reject H0 w/ sufficient evidence against H0 & HA must be true (Statistically Significant)
· p-value > 0.1  observation happens ~10% of the time
· Statistical tests are for theoretical world parameters!!
· If p-value < α, reject H0 and say test is statistically significant at level α
· Never accept H0

(26) Hypothesis Testing for Proportions

· After getting the test statistic, look up the p-value from the Normal table
· For a two sided test, the p-value is the probability of observing the absolute value 
· P(|Normal (0,1)|) = 2 x P(Normal (0,1))  test statistic
(27) Hypothesis Testing for Means
p-value = P(observing such an extreme value|H0)

· For a two sided test, the p-value is the probability of observing the absolute value 
· P(|tn-1|)=2 x P(tn-1)  test statistic

(28) Power and Type I and Type II Errors
· High power: high probability of rejecting H0 when it isn’t true in a well designed study
· Significance level (α): cut-off for how small is small for a p-value; p-value is the smallest level of α at which data are statistically significant (observed level of significance)
· Significance level gives a measure of the test performs in repeated sampling;
For example, α=0.01  reject H0 1% of the time
· If α is set too low, you may never reject H0 even the value is very different from H0
· For a fixed α and particular alternative value of parameter being true, power is the probability of making a correct decision when H0 is false 
· Higher power  more sensitive to detecting a false H0
· To calculate power, need to do so for a particular value of the alternative
· Sample mean or average is an unbiased estimator  sampling distribution values centered at same values as theoretical world models; sampling distributions have less spread
· How to increase power:
· An alternative value farther from the null value
· Higher significance level α
· Smaller σ (greater precision = less variability)
· Increase n (sample size)
· Determining sample size: set α and desired power, decide on alternative value, estimate σ and calculate sample size
· Type I error: reject H0 when it is true – happens w/ probability α
· Type II error: fail to reject H0 when Ha is true – happens w/ probability β (β = 1 - power)
· Lowering probability of one type of error increases the probability of the other type of error
· Increasing sample size can decrease the probability of both types of errors

(29) Some General Advice About Statistical Tests
· Do not misinterpret p-values
· Tells you how likely observed data would be if H0 were true NOT how likely H0 is true
· It is a measure of strength of evidence – always report p-value 
· Testing cannot correct flaws in the design of the data collection
· Always use two-sided tests
· p-value for one-sided test is only half of p-value of two-sided test  one-sided test more likely to get significant result 
· Statistical significance is NOT the same as practical significance 
· Small p-values may occur by chance; flaws in data collection; violations of necessary conditions; H0 is false
· If multiple tests are carried out, some are likely to be significant by chance
· Data snooping!
· Hypotheses should be specified before any data is collected – results not reliable if hypotheses are suggested by data
· Tests for proportions and means require independent observations and sampling distribution of the estimators to be approx. normal 
· Statistical procedure is robust if it is not sensitive to violations in necessary conditions – p-value is approx. correct even when necessary conditions are not completely satisfied 
· For tests of proportions,  sample sizes are needed the further away true value is from 0.5
· For tests of means, the t-test is robust even for small sample sizes, except: extreme skews/outliers
 (
Rule of thumb: equal variances if ratio of larger SD to smaller SD < 2
)






(30) Connection b/w CI and Hypothesis Testing
	Hypothesis:




CI:

	H0 would be rejected if,

Critical value:



For CI, (1-α) x 100%, it will miss  when



· Hypothesis testing: yes/no whether H0 can be rejected or not
· CI: range of plausible values for the quantity
· Connection: reject H0 if corresponding CI does not include hypothesized H0 value

(31) Matched Pairs
· Comparison of two conditions or treatments or methods on the same or similar observational or experimental units 
· Measurements on a matched pair are not independent  analysis must reflect pairing
· Allow to control for inter-individual variables  less variability/more precision  more power and narrower CIs 

(32) Comparing Two Proportions
	

Where, 
	For 95% CI,



· Under H0 population parameters p1 and p2 are equal  approximate by their pooled estimate 

(33a) Comparing Two Means
	
Welch-Satterthwaite approx.

	95% CI:



· Pooled hypothesis test for difference in means  assume population variances are equal
· Under the assumption that population variances are equal, under H0, the two samples have the same mean and variance  pool samples
	
	



(33b) Sign Test for Matched Pairs
· Approach 1: Use a paired t-test:
· Each pair is treated as one observation and the analysis is carried out on the differences
· For a paired t-test to be appropriate, certain conditions must hold:
· Each pair of observations is independent of each other
· Differences follow normal distribution in the population or sample size is sufficiently large so that mean of differences is approx. normally distributed
· Approach 2: The Sign Test:
· Non-parametric: do not rely on data or test statistic having a particular distribution (normality is not required and test is not affected by outliers)
· Disadvantages of using non-parametric procedures:
· Generally less powerful
· Statement of hypotheses must be changed to apply to a non-parametric test
· Sign test is a non-parametric test about the centre of distribution (median) – alternative to one-sample t-test
· P-value is probability of observing data observed, or a value more extreme
· Some notes on the sign test:
· Hypotheses must be written in terms of the median of the distribution; no difference in median is equivalent to p=0.5
· Any difference of zero are ignored, n is the number of non-zero differences 

(34) Linear Regression Formula
· Dependent/response variable (y): what we are trying to predict
· Independent/explanatory/predictor variable (x)
· Intercept (b0) and slope (b1) determined by minimizing the sum of squared residuals

	
	


· Slope (b1) has practical interpretation – for every unit increase of x, y increases by b1 units
· Intercept (b0) is value of y when x=0 – usually no practical interpretation

(35) Regression Coefficients, Residuals and Variances


· This result tells us that the regression line will always through 

· See that the slope depends on R and the sample standard deviations of x and y
· Residual: difference b/w actual value for an observation and the predicted value from the regression line

· The mean of all residuals:

· Variance of residuals:

· Coefficient of determination (R2): measure of how much the variability in the response variable is explained by the linear relation/p w/ predictor variable
· R2=0, linear relation/p w/ X explains nothing about Y
· R2=1, linear relation/p w/ X explains everything about Y – otherwise some unexplained variability remaining

(36) Regression Inference and Limitations
	

	



· Anscombe data sets – classic example demonstrating summary statistic do not fully describe data
· Linear regression is not robust or resistant to outliers

(37a) Residual Analysis and Transformations
· Plot of residuals vs x shows us how far the predicted value of y is from the observed value of y for every observation
· Once we have taken into account the linear relation/p b/w x and y what is leftover are independent, random errors for each of the different observations  expect to see in the ideal linear regression case
· Can apply a transformation to the variables to improve the fit
· Must interpret final equation in a way that makes sense in light of the transformation performed (log10(a)=b  1oa=b)

(37b) Normal Quantile Plots
· In linear regression, normality of the residuals is a condition for carrying out inference on the slope
· Histogram/boxplot can reveal obvious non-normal features: outliers, skewness and gaps/clusters
· If the histogram/boxplot looks roughly symmetric and unimodel  need more sensitive way to judge adequacy of a normal model (i.e., normal quantile plot)
· Any data set that follows the empirical rule has a normal distribution (has mean 0 and standard deviation 1)
· Arrange observed data from smallest  largest. Record percentile data of each value occupies. 
· Find corresponding z-scores for these same percentiles
· Plot each data point against the corresponding percentile from the standard normal distribution. If the distribution is close to standard normal then the plotted points will lie close to a straight line. 
· Common transformation that reduces skew is logarithmic transformation 

Regression Notes
· Least squares line or regression line: line that minimizes sum of the squares of the vertical deviations b/w the points and the line
· Fitted value/predicted value: value that regression line predicts for the response variable for a given value of the explanatory variable
· Residual: difference b/w observed value of the response variable and corresponding fitted value. Sum of the squares of the residuals is minimized when determining the value of the slope and intercept for the least squares line
· Coefficient of determination (R2): square of the correlation b/w the explanatory variable and the response variable. Proportion of variability in the response variability that is explained by the least squares line w/ the explanatory variable
· Slope: the predicted change in the response variable associated w/ a one unit increase in the explanatory variable
· Intercept: the predicted value of the response variable when the explanatory variable has a value of zero – usually makes no sense 
· Extrapolation: making predictions outside the range of observed values of the explanatory variable  DANGEROUS!
· Assumptions of linear regression, necessary to carry out inference on the slope:
· Linear model is appropriate for the data
· Observations are independent of each other
· Variability in the residuals is the same for all values of the explanatory variable
· Residuals are normally distributed
· How to check these assumptions:
· Look at the scatterplot of the data. Look at a scatter plot of the residuals vs. the explanatory variable or vs. the fitted values
· Understand how the data were collected
· Look at a scatterplot of the residuals vs. the explanatory variable or vs. the fitted values
· Look at the normal quantile plot of the residuals
· Residual plot: scatterplot of the residuals vs. either the explanatory variable or the fitted values – if a straight line is an appropriate model, this should look like a random scatter (problems: curvature, non-constant variable & outliers)
· Normal quantile plot: plot of residuals vs. corresponding quantiles from a normal distribution – if residuals are normally distributed, it looks like a straight line
· An observation is influential if removing it from the dataset substantially changes the slope and/or intercept of the least squares regression line – typically outliers 
· Always be careful w/ conclusions from regression:
· Explanatory variable directly causes response variable
· Response variable causes a change in the explanatory variable
· Explanatory variable contributes to, but is not the sole cause of the response variable
· Confounders
· Both variables result from a common cause
· Both variables are changing over time
· Relation/p is just a coincidence

Experiments vs. Sampling
· Experiments:
· Main role of randomization: assign treatments to experimental units
· Why? Avoid bias in which experimental unit gets which treatment
· Result: make causal conclusions
· Sampling:
· Main role of randomization: random selection of the sample of cases from the population
· Why? Avoid bias in which members of the population get picked to be measured to get a sample that is representative
· Result: generalize observations to entire population

Choosing Inferential Procedures


Proportions


Means


1-sample


2-sample


1-sample


2-sample


Pool proportions for Hypothesis testing


Paired


Independent


Normal differences: t-test


Differences not normal: sign test


Equal variances: pooled variance t-test or CI


Variances not equal: Welch-Satterthwaite t-test or CI
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